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Ακολουθεί η περίληψη της εργασίας:
Large Language Models (LLMs) have brought about an unprecedented revolution in natural language processing. However, they still fall dramatically short on tasks that require rigorous, deterministic logical reasoning, often producing “hallucinations” and masking fundamental logical errors behind a veil of convincing text. In response to this limitation, Neurosymbolic Artificial Intelligence (Neurosymbolic AI) proposes coupling LLMs, which function as semantic translators—with traditional logic solvers that take on the role of the formal reasoner. Although recent systems, such as Logic-LM and LINC, have demonstrated the benefits of this approach, their findings are based almost exclusively on models from the 2023 generation. Until today, the literature does not have any comparative studies that simultaneously place Prolog, Python, and the Chain-of-Thought (CoT) technique under the same experimental lens, leveraging the true capabilities of modern models. In order to fill this gap, the current thesis was designed to implement three different execution pipelines: a declarative approach (LLM + Prolog), an imperative approach (LLM + Python), and a purely language-based baseline (LLM-only CoT baseline). To enhance the robustness of the hybrid architectures, we implemented a self-refinement mechanism, where the models can correct their errors in up to three attempts. These systems were evaluated on two well-known datasets: FOLIO (204 problems) and ProofWriter (300 problems, covering reasoning depths from 0 to 5). Focusing on diversity, the study utilized three leading, high-end LLMs of different origins and pricing: DeepSeek V3.2, GPT-5, and Gemini 2.5 Flash. The experimental findings reveal a significant shift from the existing literature. The CoT method achieved 83–86% overall accuracy on FOLIO regardless of the model, consistently outperforming hybrid systems. It is telling that simple text generation (85.3% with GPT-5) now outperforms the leading neuro-symbolic architectures of the past, such as Logic-LM (78.92%). Nevertheless, hybrid systems proved superior in very specific, targeted scenarios: the combination of GPT-5 and Prolog reached 94.0% on uncertainty problems (UNCERTAIN), while Python achieved a perfect 100% at the initial reasoning depths (depth 0). It is worth noting that Python emerged as the most reliable hybrid solver, recording nearly zero execution errors. Furthermore, it was found that the choice of language model dramatically affects programming pipelines (44.6% for DeepSeek versus 72.1% for GPT-5 in Prolog), but leaves CoT virtually unaffected (83.3% versus 85.3%) . Another critical difference concerns the mode of failure: hybrid systems crash “noisily” (execution crash), alerting the user, while CoT fails “silently,” providing incorrect answers in a completely convincing manner. To conclude, the rapidly rising capabilities of the LLMs appear to have already start closing the performance gap that made hybrid architectures quite necessary. Still, neurosymbolic systems remain uniquely valuable. By providing guaranteed interpretability, transparent proof traces, and clear, noisy failures, these characteristics make them absolutely irreplaceable in safety-critical applications. In such architectures, precise knowledge of how the system managed to come to a decision is just as important as the decision itself.
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