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Ανακοίνωση Παρουσίασης Διπλωματικής Εργασίας

Ο φοιτητής του τμήματος ΗΜΜΥ κος  Ευστράτιος Δεμερτζόγλου  θα παρουσιάσει τη διπλωματική του εργασία με τίτλο: 

« Μελέτη και Εφαρμογή Τεχνικών Ερμηνεύσιμης Τεχνητής Νοημοσύνης (Explainable Artificial Intelligence) στην Ανίχνευση Ανωμαλιών με χρήση Μηχανικής (Machine Learning) Research and Application of Explainable Artificial Intelligence (XAI) on Outlier Detection Models using Machine Learning»

Η παρουσίαση θα πραγματοποιηθεί την Πέμπτη 2/7/2026 στις 10.00 π.μ. μέσω Τηλεδιάσκεψης, στον ακόλουθο σύνδεσμο:
https://vdc.hmu.gr/b/sot-jqd-i9k-msv
Outlier detection, also known as anomaly detection, is a critical task in domains such as network intrusion detection, financial fraud analysis, and industrial fault monitoring. Machine learning models have demonstrated strong detection performance; however, the black-box nature of many algorithms limits their adoption in high-stakes environments where explainability is mandated by regulatory frameworks such as the EU AI Act and GDPR. This thesis presents a systematic study of Explainable Artificial Intelligence (XAI) applied to five anomaly detection models — Isolation Forest, Local Outlier Factor, Autoencoder, Decision Tree, and Random Forest — evaluated across three benchmark datasets: UNSW-NB15 (network intrusion), Credit Card Fraud, and BAF NeurIPS 2022 (financial fraud). We apply model-appropriate XAI methods (TreeSHAP, KernelSHAP, LIME, MDI, and DIFFI), and introduce nine experimental contributions including a direct KernelSHAP fidelity analysis of LOF’s own scoring function, a formally defined Cross-Model Agreement Score (CMAS), an XAI Consensus Score (CSK), SHAP anomaly signatures characterising the feature profiles of flagged instances, an extension of Partial Dependence Plots and Individual Conditional Expectation curves to the static batch anomaly-detection setting, and a systematic analysis of how hyperparameter choices affect explanation quality independently of detection performance. Results show that tree-based models (Random Forest, Decision Tree) achieve the highest detection performance and SHAP–LIME consensus, while density-based and reconstruction models exhibit a fidelity paradox wherein SHAP correctly explains a model that is near-random for the detection task. Our findings offer practitioners concrete guidance on model–explainer selection and reveal fundamental limits of current post-hoc XAI methods for unsupervised anomaly detection.
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